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Preliminaries 

�  For a random variable X ~ p(x), Shannon’s entropy: 

 

�  Entropy is a measure of  uncertainty of  a random 
variable: when p(x) = 1, H(X) = 0 

�  Also, average information content missing when the 
value of  the random variable is not known 

�  Relative entropy:   

    Cross-entropy                  Entropy 



What is mutual information? 

�  For random variables X and Y, it is defined as: 

 

�  KL divergence interpretation: The penalty when X 
and Y are assumed to be independent 

�  Mutual information (MI) measures the dependence 
of  X and Y 

�  Information gain on X once Y is known: 



MI – a measure of  covariance 

�  If  X and Y are independent, p(x,y) = p1(x).p2(y) 

                                                                = 0 

�  Higher the value of  p(x,y), higher the MI 

�  Pearson product-moment correlation co-efficient: 

�  Most correlation measures including Pearson’s 
correlation quantify only a linear dependence 
between variables 

�  Information theory provides a more general 
measure of  dependencies 

 



MI – a distance metric? 

�  MI by itself  is not a metric (because KL divergence 
is not a metric) 

�  So use ‘variation of  information’:  

       d(X,Y) = H(X,Y) − I(X;Y) = H(X) + H(Y) − 2I(X;Y)  
       = H(X | Y) + H(Y | X) 

�  Satisfies the properties of  a metric: triangle 
inequality, non-negativity, indiscernability and 
symmetry 

�  A natural normalized variant: 

�  D is a universal metric: if  any other distance 
measure places X and Y close by, then so will D 



MI – a distance metric? 

�  Now, D(X,Y) = 1 − I(X;Y) / H(X,Y) 

   

 

 

 

 

 

   which is the Jaccard distance! 



Variants of  mutual information 

�  Co-efficients of  constraint or uncertainty co-effs: 

 

�  Redundancy: 

 

�  Symmetric uncertainty: 

 

�  Weighted variants: 

 



But how does one estimate MI? 

�  In the discrete case, it is pretty straightforward 

�  However, in the continuous case, assigning 
probabilities to ‘events’ is not intuitive 

�  Numerical estimation: 
�  Bin your values and calculate probabilities for each 

bin 

�  Proceed as discussed before 

�  Kernel density estimation: 
�  Use some sort of  an estimator to get densities 
�  Integrate over the smooth density function  

Steuer et al. 2002. Bioinformatics. 18(2), 231-240.  



Numerical estimation 

Steuer et al. 2002. Bioinformatics. 18(2), 231-240.  

The mutual information: Detecting and evaluating dependencies between variables

The elements of the final distribution {p} are given by the
actual joint probability distribution p(xi , y j ). Given this
choice, the Kullback entropy K (p|p0) becomes†

K (p|p0) =
∑

i j
p(ai , b j ) log

p(ai , b j )
p(ai )p(b j )

(14)

Here K (p|p0) is a measure of ‘distance’ between our
hypothesis that the systems are statistically independent
and the actual joint probability distribution. It can be
easily verified, that for our particular choice of {p} and
{p0}, the Kullback entropy K (p|p0) corresponds to the
mutual information I (A, B), as defined in Equation (10).
Of interest for us is, that the mutual information is zero
if and only if the measurements on the systems A and
B are statistically independent. This puts I (A, B) in
contrast to the more commonly used measures, such as
Pearson correlation or Euclidean distance, which quantify
linear dependencies only. A vanishing mutual information
does imply that two variables are independent, while for
the Pearson correlation this does not hold. Thus, the
mutual information can be interpreted as a generalized
measure of correlation, analogous to Pearson correlation,
but sensitive to any functional relationship, not just linear
dependencies. Before we continue with the numerical
estimation of the above-defined quantities from finite
dataset, we must remark, that the mutual information itself
is not a distance in the mathematical sense. However, the
definition

D(A, B) := H(A, B) − I (A, B) (15)

satisfies the necessary axioms. In this work, we will focus
on the mutual information as a measure of similarity and
will not explicitly use Equation (15).

NUMERICAL ESTIMATION
Up to now all definitions involved the explicit knowledge
of the respective probability distributions. In general, these
probabilities are not known, but have to be estimated from
measurements. Therefore it remains crucial to investigate
possible strategies to give reliable estimates of the mutual
information for finite datasets.

The Naive Algorithm
Consider a collection of N simultaneous measurements of
two continuous variables x and y (to be later identified
with the expression of two genes X and Y under various
conditions).

measured: (xi , yi ) i = 1, . . . , N

† In the following
∑

i j is used to denote
∑MA

i=1
∑MB

j=1.
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Fig. 1. Naive estimation of the mutual information for finite data.
Left: The dataset consists of N = 300 artificially generated
independent and equidistributed random numbers. The probabilities
are estimated using a histogram which divides each axis into Mx =
My = 10 bins. Right: The histogram of the estimated mutual
information I (X, Y ) obtained from 300 independent realizations.

The most straightforward and widely used (Butte and
Kohane, 2000; Michaels et al., 1998) approach is, to use a
histogram based technique. Given an origin o and a width
h, the bins of the histogram for the variable x are defined
through the intervals [o + mh, o + (m + 1)h] with m =
0, . . . ,M . The data are thus partitioned into M discrete
bins ai and ki denotes the number of measurements that
lie within the bin ai . The probabilities p(ai ) are then
approximated by the corresponding relative frequencies of
occurrence

p(ai ) → ki
N

(16)

and the mutual information I (X, Y ) between both datasets
X and Y may be expressed as

I (X, Y ) = log N + 1
N

∑

i j
ki j log

ki j
ki k j

(17)

Here ki j denotes the number of measurements where x
lies in ai and y in b j . To demonstrate the application of
Equation (17) on experimental data we will now provide
a simple numerical example. Our ‘measurement’ consists
of N artificially generated independent and equidistributed
random numbers x and y.

(xi , yi ) : xi , yi ∈ [0, 1] ∀i = 1, . . . , N

In this case the systems X and Y are independent and we
know the true value of the mutual information I (X, Y ) to
be zero.
Figure 1 (left) shows an example of N = 300

‘measurements’ (xi , yi ). The data was divided into Mx =
My = 10 bins and the mutual information I (X, Y )
was calculated using Equation (17). By repeating this
experiment with 300 independent realizations of X and Y
we obtain a histogram of estimated values for I (X, Y ),
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Fig. 1. Naive estimation of the mutual information for finite data.
Left: The dataset consists of N = 300 artificially generated
independent and equidistributed random numbers. The probabilities
are estimated using a histogram which divides each axis into Mx =
My = 10 bins. Right: The histogram of the estimated mutual
information I (X, Y ) obtained from 300 independent realizations.

The most straightforward and widely used (Butte and
Kohane, 2000; Michaels et al., 1998) approach is, to use a
histogram based technique. Given an origin o and a width
h, the bins of the histogram for the variable x are defined
through the intervals [o + mh, o + (m + 1)h] with m =
0, . . . ,M . The data are thus partitioned into M discrete
bins ai and ki denotes the number of measurements that
lie within the bin ai . The probabilities p(ai ) are then
approximated by the corresponding relative frequencies of
occurrence

p(ai ) → ki
N

(16)

and the mutual information I (X, Y ) between both datasets
X and Y may be expressed as
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Here ki j denotes the number of measurements where x
lies in ai and y in b j . To demonstrate the application of
Equation (17) on experimental data we will now provide
a simple numerical example. Our ‘measurement’ consists
of N artificially generated independent and equidistributed
random numbers x and y.

(xi , yi ) : xi , yi ∈ [0, 1] ∀i = 1, . . . , N

In this case the systems X and Y are independent and we
know the true value of the mutual information I (X, Y ) to
be zero.
Figure 1 (left) shows an example of N = 300

‘measurements’ (xi , yi ). The data was divided into Mx =
My = 10 bins and the mutual information I (X, Y )
was calculated using Equation (17). By repeating this
experiment with 300 independent realizations of X and Y
we obtain a histogram of estimated values for I (X, Y ),
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 �  Naïve algorithm: 

 

 

 

 

 

 

                                                                               
But since X and Y are independent, MI must be 0! 



Numerical estimation 

Steuer et al. 2002. Bioinformatics. 18(2), 231-240.  

�  Finite size effects (Herzel et al.): 

�  Adaptive partitioning: 
�  Instead of  using fixed intervals, divide the axes such 

that the width of  each interval is determined by the 
local density of  the measured dataset 

�  Faser-Swinney algorithm constructs a hierarchy of  
partitions 

�  But not much better than basic adaptive partitioning 

 

 

 

 

 

 

                                                                                

R.Steuer et al.

as shown in Figure 1 (right). What we observe is that
the mutual information not only fluctuates around its true
value, but gets systematically overestimated. In our case
the estimated mutual information is

〈I (X, Y )estimated〉 ≈ 0.15± 0.02

instead of the true value I (X, Y )true = 0. In the next
section we will discuss the reason for this observed
systematic error.

Finite size effects
It is known that the estimation of entropies from finite
samples may be affected by systematic errors (Grass-
berger, 1988). Herzel et al. (1994) showed that

〈 Hobserved 〉 ≈ H − M − 1
2N

(18)

Here Hobserved denotes the estimated entropy using a
finite sample of N datapoints to estimate the probabilities
of M discrete states. It should be pointed out that in
this approximation the systematic error is independent of
the underlying probability distribution. Since the mutual
information, as defined in Equation (10), is a sum of
entropies, we may use this expression to estimate the
systematic error of I (X, Y ) (Herzel and Grosse, 1995;
Grosse, 1996; Roulston, 1999).

〈 I observed 〉 ≈ I (X, Y )true + !I (X, Y ) (19)

With
!I (X, Y ) = Mxy − Mx − My + 1

2N
(20)

Here Mx , My and Mxy denote the number of discrete
states (histogram bins) with nonzero probability. In our
previous example we used Mx = My = 10 and Mxy =
100. With the true value of I (X, Y ) being zero and N =
300 we get

〈 I observed 〉 = !I (X, Y ) ≈ 0.14 (21)

which is in good agreement with the numerical result.
Note that by plotting the observed mutual information as
a function of 1/N Equation (20) corresponds to a straight
line. With M = Mx = My we get

〈 I observed 〉 ≈ I + (M − 1)2

2
1
N

(22)

As seen in Figure 2 a linear extrapolation of the mutual in-
formation I (X, Y ) in the limit 1/N → 0 may improve the
result considerably, compared to the uncorrected estimates
using a straightforward application of Equation (17).
This is of particular importance for the application on

gene-expression data. These datasets are often charac-
terized by missing values, in pair-wise comparisons the
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Fig. 2. The observed mutual information for finite data (artificially
generated equidistributed random numbers, using M histogram bins
on each axis). The straight lines denote the theoretical value for
M = 15, 10, 5 (from top to bottom). The numerical values (circles)
were averaged over an ensemble of 300 trials—the errorbars denote
the standard deviation. The numerical simulations are in good
agreement with the values predicted by Equation (20).

mutual information might thus be estimated from datasets
of different size. But as we learn from Equation (20),
the finite-size corrections depend on the number of data-
points, leading to potentially spurious results. Finally, we
must note that Equation (20) represents an approximation,
which is believed to hold only as long as the number of
datapoints is still considerably larger than the number
of histogram bins. This must be verified prior to any
application (Herzel et al., 1994).

Adaptive partitioning
We shall now discuss one aspect of the mutual informa-
tion, which has been neglected so far. As also accounted
for by Michaels et al. (1998), the mutual information
depends on the distribution of the individual datasets:
I (X, Y ) is bounded by the individual entropies of X and
Y .

I (X, Y ) ≤ min{H(X), H(Y )}
Since our perspective is to do a comparison of the mutual
information between datasets, we have to ascertain that
the results are not blurred by the individual distributions
of measured gene-expression values. The most straight-
forward strategy is to normalize all measured datasets to
an identical reference distribution. Since correlations are
preserved under such a transformation, this does not af-
fect the validity of our analysis. Suppose the dataset X has
an arbitrary distribution p(x) which is generated by the
rule x = h(ξ) with ξ having the desired well defined sim-
ple probability distribution (e.g. uniform or Gaussian) and
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Kernel density estimation 

�  Superior to histograms method: 
�  Better mean square error rate of  convergence of  the 

estimate to the underlying density 
�  Insensitivity to choice of  origin 

�  Ability to specify more sophisticated window shapes 
than a rectangular window 

�  First, free the histogram from a choice of  origin 
and bin position - naïve estimator 

Steuer et al. 2002. Bioinformatics. 18(2), 231-240.  

The mutual information: Detecting and evaluating dependencies between variables

ensemble of surrogates is represented by the dotted line.
As expected, dataset B shows strong deviations from its
shuffled counterparts. Also for dataset D the hypothesis
of statistical independence must be rejected, given our
previously defined significance level.
However, we must comment on the interpretation of

the chosen significance level: Our long-term goal is to
identify correlated, and thus presumably co-regulated,
genes within the complete genome. Consequently, we are
not only concerned with individual pair-wise correlation
measures, but with the application of such concepts on
the complete dataset, usually involving up to ∼ 106 pair-
wise comparisons. Thus, even for a comparably large
significance, the absolute number of non-correlated pairs
which show a ‘significant’ mutual information (false
positives) might still be large. When interpreting large
amounts of data, we have to keep this in mind.

KERNEL DENSITY ESTIMATION
We will now resume our considerations towards an
effective algorithm for estimating the mutual information
between two variables. Until now we have focused on
a histogram-based approach, dividing each axis into M
discrete non-overlapping intervals. An alternative to this
method, based on kernel density estimation (KDE), was
suggested by Moon et al. (1995) and was found to be
superior to the histograms in terms of (i) a better mean
square error rate of convergence of the estimate to the
underlying density, (ii) an insensitivity to the choice of
origin, and (iii) the ability to specify more sophisticated
window shapes than the rectangular window for frequency
counting (Moon et al., 1995; Silverman, 1986). Since
this approach aims at improving the estimate of the
probability density p(x) in Equation (14) and is applicable
in many other situations apart from the estimation mutual
information, we will give a short overview of kernel
density estimation in the following, for a comprehensive
account we refer the reader to Silverman (1986). The first
step is to free the histogram from a particular choice of
origin and bin positions. This results in the naive estimator

f̂ (x) = 1
2Nh

N∑

i=1
!(h − |x − xi |) (24)

where !(x) denotes the Heaviside function

!(x) =
{
1 if x > 0
0 if x ≤ 0 (25)

A graphical interpretation of Equation (24) is that the
estimator is obtained by additivly putting boxes of width
2h and height (2Nh)−1 on each observation.
Figure 6 shows an example for the naive estimator using

N = 600 numerically generated datapoints drawn from
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Fig. 6. Density estimation using two different approaches. The
underlying bimodal probability distribution is shown as a dotted
line (two Gaussian distributions at ±1, both with standard deviation
σ = 0.5). The probability density estimates f̂ (x) were obtained
from a artificially generated sample of N = 600 datapoints. Left:
The histogram estimator using a bin width h = 0.25. Right: The
naive estimator using h = 0.2.

a bimodal distribution (dotted line). There is no particular
reason to stay with rectangular cubes as bins. Other shapes
still lead to a valid estimate of the probability density. With
a generalized weight or kernel function K (x) the kernel
density estimator f̂ (x) is given by

f̂ (x) = 1
Nh

N∑

i=1
K

(
x − xi
h

)
(26)

The parameter h is called smoothing parameter or window
width and the kernel function K (x) is required to be a
(normalized) probability density. It may be easily verified
that in this case f̂ itself is a probability density. Further,
f̂ will inherit all the continuity and differentiability
properties of the kernel K . For simplicity we focus on the
Gaussian kernel. The density estimate then reads:

f̂ (x) = 1
N

1
h
√
2π

N∑

i=1
exp

(

− (x − xi )2

2h2

)

(27)

Following the interpretation of the naive estimator, the
Gaussian estimator may be explained as placing Gaussian
‘bumps’ at the position of each observation xi . The
Gaussian estimator is then given by the sum of ‘bumps’.
Crucial again is the choice of the bandwidth h: If
h is chosen to small spurious fine structure becomes
visible, while if h is too large all detail, spurious or
otherwise, is obscured. While there are several methods
for choosing an appropriate bandwidth available, most of
them are associated with a considerable computational
burden (Moon et al., 1995). As a tradeoff between
computational effort and performance one may choose
the ‘optimal’ bandwidth as the one that minimizes the
mean integrated square error, assuming the underlying
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line (two Gaussian distributions at ±1, both with standard deviation
σ = 0.5). The probability density estimates f̂ (x) were obtained
from a artificially generated sample of N = 600 datapoints. Left:
The histogram estimator using a bin width h = 0.25. Right: The
naive estimator using h = 0.2.

a bimodal distribution (dotted line). There is no particular
reason to stay with rectangular cubes as bins. Other shapes
still lead to a valid estimate of the probability density. With
a generalized weight or kernel function K (x) the kernel
density estimator f̂ (x) is given by

f̂ (x) = 1
Nh

N∑

i=1
K

(
x − xi
h

)
(26)

The parameter h is called smoothing parameter or window
width and the kernel function K (x) is required to be a
(normalized) probability density. It may be easily verified
that in this case f̂ itself is a probability density. Further,
f̂ will inherit all the continuity and differentiability
properties of the kernel K . For simplicity we focus on the
Gaussian kernel. The density estimate then reads:

f̂ (x) = 1
N

1
h
√
2π

N∑

i=1
exp

(

− (x − xi )2

2h2

)

(27)

Following the interpretation of the naive estimator, the
Gaussian estimator may be explained as placing Gaussian
‘bumps’ at the position of each observation xi . The
Gaussian estimator is then given by the sum of ‘bumps’.
Crucial again is the choice of the bandwidth h: If
h is chosen to small spurious fine structure becomes
visible, while if h is too large all detail, spurious or
otherwise, is obscured. While there are several methods
for choosing an appropriate bandwidth available, most of
them are associated with a considerable computational
burden (Moon et al., 1995). As a tradeoff between
computational effort and performance one may choose
the ‘optimal’ bandwidth as the one that minimizes the
mean integrated square error, assuming the underlying
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ensemble of surrogates is represented by the dotted line.
As expected, dataset B shows strong deviations from its
shuffled counterparts. Also for dataset D the hypothesis
of statistical independence must be rejected, given our
previously defined significance level.
However, we must comment on the interpretation of

the chosen significance level: Our long-term goal is to
identify correlated, and thus presumably co-regulated,
genes within the complete genome. Consequently, we are
not only concerned with individual pair-wise correlation
measures, but with the application of such concepts on
the complete dataset, usually involving up to ∼ 106 pair-
wise comparisons. Thus, even for a comparably large
significance, the absolute number of non-correlated pairs
which show a ‘significant’ mutual information (false
positives) might still be large. When interpreting large
amounts of data, we have to keep this in mind.

KERNEL DENSITY ESTIMATION
We will now resume our considerations towards an
effective algorithm for estimating the mutual information
between two variables. Until now we have focused on
a histogram-based approach, dividing each axis into M
discrete non-overlapping intervals. An alternative to this
method, based on kernel density estimation (KDE), was
suggested by Moon et al. (1995) and was found to be
superior to the histograms in terms of (i) a better mean
square error rate of convergence of the estimate to the
underlying density, (ii) an insensitivity to the choice of
origin, and (iii) the ability to specify more sophisticated
window shapes than the rectangular window for frequency
counting (Moon et al., 1995; Silverman, 1986). Since
this approach aims at improving the estimate of the
probability density p(x) in Equation (14) and is applicable
in many other situations apart from the estimation mutual
information, we will give a short overview of kernel
density estimation in the following, for a comprehensive
account we refer the reader to Silverman (1986). The first
step is to free the histogram from a particular choice of
origin and bin positions. This results in the naive estimator

f̂ (x) = 1
2Nh

N∑

i=1
!(h − |x − xi |) (24)

where !(x) denotes the Heaviside function

!(x) =
{
1 if x > 0
0 if x ≤ 0 (25)

A graphical interpretation of Equation (24) is that the
estimator is obtained by additivly putting boxes of width
2h and height (2Nh)−1 on each observation.
Figure 6 shows an example for the naive estimator using

N = 600 numerically generated datapoints drawn from
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Fig. 6. Density estimation using two different approaches. The
underlying bimodal probability distribution is shown as a dotted
line (two Gaussian distributions at ±1, both with standard deviation
σ = 0.5). The probability density estimates f̂ (x) were obtained
from a artificially generated sample of N = 600 datapoints. Left:
The histogram estimator using a bin width h = 0.25. Right: The
naive estimator using h = 0.2.

a bimodal distribution (dotted line). There is no particular
reason to stay with rectangular cubes as bins. Other shapes
still lead to a valid estimate of the probability density. With
a generalized weight or kernel function K (x) the kernel
density estimator f̂ (x) is given by

f̂ (x) = 1
Nh

N∑

i=1
K

(
x − xi
h

)
(26)

The parameter h is called smoothing parameter or window
width and the kernel function K (x) is required to be a
(normalized) probability density. It may be easily verified
that in this case f̂ itself is a probability density. Further,
f̂ will inherit all the continuity and differentiability
properties of the kernel K . For simplicity we focus on the
Gaussian kernel. The density estimate then reads:
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− (x − xi )2
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(27)

Following the interpretation of the naive estimator, the
Gaussian estimator may be explained as placing Gaussian
‘bumps’ at the position of each observation xi . The
Gaussian estimator is then given by the sum of ‘bumps’.
Crucial again is the choice of the bandwidth h: If
h is chosen to small spurious fine structure becomes
visible, while if h is too large all detail, spurious or
otherwise, is obscured. While there are several methods
for choosing an appropriate bandwidth available, most of
them are associated with a considerable computational
burden (Moon et al., 1995). As a tradeoff between
computational effort and performance one may choose
the ‘optimal’ bandwidth as the one that minimizes the
mean integrated square error, assuming the underlying
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ensemble of surrogates is represented by the dotted line.
As expected, dataset B shows strong deviations from its
shuffled counterparts. Also for dataset D the hypothesis
of statistical independence must be rejected, given our
previously defined significance level.
However, we must comment on the interpretation of

the chosen significance level: Our long-term goal is to
identify correlated, and thus presumably co-regulated,
genes within the complete genome. Consequently, we are
not only concerned with individual pair-wise correlation
measures, but with the application of such concepts on
the complete dataset, usually involving up to ∼ 106 pair-
wise comparisons. Thus, even for a comparably large
significance, the absolute number of non-correlated pairs
which show a ‘significant’ mutual information (false
positives) might still be large. When interpreting large
amounts of data, we have to keep this in mind.

KERNEL DENSITY ESTIMATION
We will now resume our considerations towards an
effective algorithm for estimating the mutual information
between two variables. Until now we have focused on
a histogram-based approach, dividing each axis into M
discrete non-overlapping intervals. An alternative to this
method, based on kernel density estimation (KDE), was
suggested by Moon et al. (1995) and was found to be
superior to the histograms in terms of (i) a better mean
square error rate of convergence of the estimate to the
underlying density, (ii) an insensitivity to the choice of
origin, and (iii) the ability to specify more sophisticated
window shapes than the rectangular window for frequency
counting (Moon et al., 1995; Silverman, 1986). Since
this approach aims at improving the estimate of the
probability density p(x) in Equation (14) and is applicable
in many other situations apart from the estimation mutual
information, we will give a short overview of kernel
density estimation in the following, for a comprehensive
account we refer the reader to Silverman (1986). The first
step is to free the histogram from a particular choice of
origin and bin positions. This results in the naive estimator

f̂ (x) = 1
2Nh

N∑

i=1
!(h − |x − xi |) (24)

where !(x) denotes the Heaviside function

!(x) =
{
1 if x > 0
0 if x ≤ 0 (25)

A graphical interpretation of Equation (24) is that the
estimator is obtained by additivly putting boxes of width
2h and height (2Nh)−1 on each observation.
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Fig. 6. Density estimation using two different approaches. The
underlying bimodal probability distribution is shown as a dotted
line (two Gaussian distributions at ±1, both with standard deviation
σ = 0.5). The probability density estimates f̂ (x) were obtained
from a artificially generated sample of N = 600 datapoints. Left:
The histogram estimator using a bin width h = 0.25. Right: The
naive estimator using h = 0.2.

a bimodal distribution (dotted line). There is no particular
reason to stay with rectangular cubes as bins. Other shapes
still lead to a valid estimate of the probability density. With
a generalized weight or kernel function K (x) the kernel
density estimator f̂ (x) is given by

f̂ (x) = 1
Nh

N∑
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K

(
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)
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The parameter h is called smoothing parameter or window
width and the kernel function K (x) is required to be a
(normalized) probability density. It may be easily verified
that in this case f̂ itself is a probability density. Further,
f̂ will inherit all the continuity and differentiability
properties of the kernel K . For simplicity we focus on the
Gaussian kernel. The density estimate then reads:

f̂ (x) = 1
N

1
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N∑
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exp

(

− (x − xi )2

2h2
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(27)

Following the interpretation of the naive estimator, the
Gaussian estimator may be explained as placing Gaussian
‘bumps’ at the position of each observation xi . The
Gaussian estimator is then given by the sum of ‘bumps’.
Crucial again is the choice of the bandwidth h: If
h is chosen to small spurious fine structure becomes
visible, while if h is too large all detail, spurious or
otherwise, is obscured. While there are several methods
for choosing an appropriate bandwidth available, most of
them are associated with a considerable computational
burden (Moon et al., 1995). As a tradeoff between
computational effort and performance one may choose
the ‘optimal’ bandwidth as the one that minimizes the
mean integrated square error, assuming the underlying
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ensemble of surrogates is represented by the dotted line.
As expected, dataset B shows strong deviations from its
shuffled counterparts. Also for dataset D the hypothesis
of statistical independence must be rejected, given our
previously defined significance level.
However, we must comment on the interpretation of

the chosen significance level: Our long-term goal is to
identify correlated, and thus presumably co-regulated,
genes within the complete genome. Consequently, we are
not only concerned with individual pair-wise correlation
measures, but with the application of such concepts on
the complete dataset, usually involving up to ∼ 106 pair-
wise comparisons. Thus, even for a comparably large
significance, the absolute number of non-correlated pairs
which show a ‘significant’ mutual information (false
positives) might still be large. When interpreting large
amounts of data, we have to keep this in mind.

KERNEL DENSITY ESTIMATION
We will now resume our considerations towards an
effective algorithm for estimating the mutual information
between two variables. Until now we have focused on
a histogram-based approach, dividing each axis into M
discrete non-overlapping intervals. An alternative to this
method, based on kernel density estimation (KDE), was
suggested by Moon et al. (1995) and was found to be
superior to the histograms in terms of (i) a better mean
square error rate of convergence of the estimate to the
underlying density, (ii) an insensitivity to the choice of
origin, and (iii) the ability to specify more sophisticated
window shapes than the rectangular window for frequency
counting (Moon et al., 1995; Silverman, 1986). Since
this approach aims at improving the estimate of the
probability density p(x) in Equation (14) and is applicable
in many other situations apart from the estimation mutual
information, we will give a short overview of kernel
density estimation in the following, for a comprehensive
account we refer the reader to Silverman (1986). The first
step is to free the histogram from a particular choice of
origin and bin positions. This results in the naive estimator

f̂ (x) = 1
2Nh

N∑

i=1
!(h − |x − xi |) (24)

where !(x) denotes the Heaviside function

!(x) =
{
1 if x > 0
0 if x ≤ 0 (25)

A graphical interpretation of Equation (24) is that the
estimator is obtained by additivly putting boxes of width
2h and height (2Nh)−1 on each observation.
Figure 6 shows an example for the naive estimator using
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Fig. 6. Density estimation using two different approaches. The
underlying bimodal probability distribution is shown as a dotted
line (two Gaussian distributions at ±1, both with standard deviation
σ = 0.5). The probability density estimates f̂ (x) were obtained
from a artificially generated sample of N = 600 datapoints. Left:
The histogram estimator using a bin width h = 0.25. Right: The
naive estimator using h = 0.2.

a bimodal distribution (dotted line). There is no particular
reason to stay with rectangular cubes as bins. Other shapes
still lead to a valid estimate of the probability density. With
a generalized weight or kernel function K (x) the kernel
density estimator f̂ (x) is given by

f̂ (x) = 1
Nh

N∑

i=1
K

(
x − xi
h

)
(26)

The parameter h is called smoothing parameter or window
width and the kernel function K (x) is required to be a
(normalized) probability density. It may be easily verified
that in this case f̂ itself is a probability density. Further,
f̂ will inherit all the continuity and differentiability
properties of the kernel K . For simplicity we focus on the
Gaussian kernel. The density estimate then reads:

f̂ (x) = 1
N

1
h
√
2π

N∑

i=1
exp

(

− (x − xi )2

2h2

)

(27)

Following the interpretation of the naive estimator, the
Gaussian estimator may be explained as placing Gaussian
‘bumps’ at the position of each observation xi . The
Gaussian estimator is then given by the sum of ‘bumps’.
Crucial again is the choice of the bandwidth h: If
h is chosen to small spurious fine structure becomes
visible, while if h is too large all detail, spurious or
otherwise, is obscured. While there are several methods
for choosing an appropriate bandwidth available, most of
them are associated with a considerable computational
burden (Moon et al., 1995). As a tradeoff between
computational effort and performance one may choose
the ‘optimal’ bandwidth as the one that minimizes the
mean integrated square error, assuming the underlying
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distribution is Gaussian. Following Silverman (1986), the
optimal Gaussian bandwidth hopt is given by

hopt =
(
4
3N

) 1
5
σ ≈ 1.06σN− 1

5 (28)

where σ denotes the standard deviation of the data. For
the estimation of the mutual information, we also need
the two-dimensional probability density p(x, y). With the
abbreviation

di (x, y) =
√

(x − xi )2 + (y − yi )2

the two-dimensional Gaussian kernel estimate f̂g(x, y)
reads

f̂g(x, y) = 1
Nh2

1
2π

N∑

i=1
exp

(

−di (x, y)2

2h2

)

(29)

As in the one-dimensional case, an appropriate value
for h depends on the unknown density being estimated.
Under the assumption that this density is Gaussian, an
approximately optimal value is given by

hopt ≈ σ

(
4

d + 2

)1/(d+4)
N−1/(d+4) (30)

with d = 2 being the dimension of the dataset and σ the
average marginal standard deviation (Silverman, 1986).

Estimating the mutual information
The mutual information I (X, Y ) is a functional of proba-
bility densities. Thus an obvious way to find an estimate
for I (X, Y ) is to find estimates of the densities and then
to substitute these into the required integral. However, this
is not as trivial as it may seem. Up to now, we have al-
ways referred to the probability of discrete states, while
by kernel estimation we obtain probability densities only.
Remarkably enough, the discretization of the (x, y)-plane
into infinitesimal bins of size #V = #x #y corresponds
to the continuous form of the mutual information.

Î (X, Y ) =
∫

x

∫

y
f̂ (x, y) log

f̂ (x, y)
f̂ (x) f̂ (y)

dx dy (31)

Note that such a correspondence does not hold for the
individual entropies used in Equation (10). Quite on
the contrary: For a random variable with an arbitrary
distribution the continuous expression for the entropy is
finite, while the discrete diverges towards infinity as the
bin size tends to zero‡.
To evaluate Equation (31), we have to integrate over a

smooth function. The choice of the integration steps #x

‡ However, in Equation (10) these terms cancel out.

and #y could thus be based entirely on standard proce-
dures for numerical integration. Note that the discretiza-
tion introduced by the numerical integration does not cor-
respond to our earlier attempts to partition the data. Fig-
ure 7 shows the estimated mutual information for the rank
ordered datasets A to D as a function of the smoothing
parameter h. The results were compared to uncorrelated
datasets, using an ensemble of 100 randomly shuffled re-
alizations. As could be observed, the standard deviation
obtained from the ensemble of surrogates is much smaller
compared to the histogram-based algorithm. The discrim-
inability between the correlated and uncorrelated datasets
is thus enhanced. Further, the estimated mutual informa-
tion is much less sensitive to the choice of the smooth-
ing parameter h, than the probability density itself. For all
datasets the ‘optimal’ smoothing parameter hopt (denoted
with an arrow) seems to be an appropriate choice.

A simpler algorithm. Depending on the application,
the numerical integration of Equation (31) might put
high demands on computational power. So we may
ask for strategies to simplify the algorithm. As already
noted in the introduction, entropy measures represent
an average over a probability distribution. According to
Equation (14), the estimated mutual information may thus
be written as

Î (X, Y ) =
〈

log
f̂ (x, y)
f̂ (x) f̂ (y)

〉

(32)

Under the assumption that our dataset is a faithful sample
of the underlying probability distribution, we get

Î (X, Y ) = 1
N

N∑

i=1
log

[
f̂ (xi , yi )
f̂ (xi ) f̂ (yi )

]

(33)

However, we must note that Equation (33) should be ap-
plied with caution. For example, the individual datapoints
have to be independent realizations of the underlying
distribution—a requirement not always fulfilled by
experimental data.

NETWORK ANALYSIS AND RESULTS
In the last section, we discuss the potential results ob-
tained from a cluster analysis based on mutual informa-
tion. First of all, clustering based on Pearson correlation
or Euclidean distance is probably the most widely used
method for analyzing and visualizing expression data. It
has already been shown extensively, that the results ob-
tained from such an analysis leads to biologically relevant
insights (Eisen et al., 1998). Also, direct applications of
mutual information as a measure of distance showed that
it groups together genes of known similar function (Butte
and Kohane, 2000; Daub et al., 2002). In the present work,
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distribution is Gaussian. Following Silverman (1986), the
optimal Gaussian bandwidth hopt is given by

hopt =
(
4
3N

) 1
5
σ ≈ 1.06σN− 1

5 (28)

where σ denotes the standard deviation of the data. For
the estimation of the mutual information, we also need
the two-dimensional probability density p(x, y). With the
abbreviation

di (x, y) =
√

(x − xi )2 + (y − yi )2

the two-dimensional Gaussian kernel estimate f̂g(x, y)
reads

f̂g(x, y) = 1
Nh2

1
2π

N∑

i=1
exp
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−di (x, y)2

2h2
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(29)

As in the one-dimensional case, an appropriate value
for h depends on the unknown density being estimated.
Under the assumption that this density is Gaussian, an
approximately optimal value is given by

hopt ≈ σ

(
4

d + 2

)1/(d+4)
N−1/(d+4) (30)

with d = 2 being the dimension of the dataset and σ the
average marginal standard deviation (Silverman, 1986).

Estimating the mutual information
The mutual information I (X, Y ) is a functional of proba-
bility densities. Thus an obvious way to find an estimate
for I (X, Y ) is to find estimates of the densities and then
to substitute these into the required integral. However, this
is not as trivial as it may seem. Up to now, we have al-
ways referred to the probability of discrete states, while
by kernel estimation we obtain probability densities only.
Remarkably enough, the discretization of the (x, y)-plane
into infinitesimal bins of size #V = #x #y corresponds
to the continuous form of the mutual information.

Î (X, Y ) =
∫

x

∫

y
f̂ (x, y) log

f̂ (x, y)
f̂ (x) f̂ (y)

dx dy (31)

Note that such a correspondence does not hold for the
individual entropies used in Equation (10). Quite on
the contrary: For a random variable with an arbitrary
distribution the continuous expression for the entropy is
finite, while the discrete diverges towards infinity as the
bin size tends to zero‡.
To evaluate Equation (31), we have to integrate over a

smooth function. The choice of the integration steps #x

‡ However, in Equation (10) these terms cancel out.

and #y could thus be based entirely on standard proce-
dures for numerical integration. Note that the discretiza-
tion introduced by the numerical integration does not cor-
respond to our earlier attempts to partition the data. Fig-
ure 7 shows the estimated mutual information for the rank
ordered datasets A to D as a function of the smoothing
parameter h. The results were compared to uncorrelated
datasets, using an ensemble of 100 randomly shuffled re-
alizations. As could be observed, the standard deviation
obtained from the ensemble of surrogates is much smaller
compared to the histogram-based algorithm. The discrim-
inability between the correlated and uncorrelated datasets
is thus enhanced. Further, the estimated mutual informa-
tion is much less sensitive to the choice of the smooth-
ing parameter h, than the probability density itself. For all
datasets the ‘optimal’ smoothing parameter hopt (denoted
with an arrow) seems to be an appropriate choice.

A simpler algorithm. Depending on the application,
the numerical integration of Equation (31) might put
high demands on computational power. So we may
ask for strategies to simplify the algorithm. As already
noted in the introduction, entropy measures represent
an average over a probability distribution. According to
Equation (14), the estimated mutual information may thus
be written as

Î (X, Y ) =
〈

log
f̂ (x, y)
f̂ (x) f̂ (y)

〉

(32)

Under the assumption that our dataset is a faithful sample
of the underlying probability distribution, we get

Î (X, Y ) = 1
N
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]

(33)

However, we must note that Equation (33) should be ap-
plied with caution. For example, the individual datapoints
have to be independent realizations of the underlying
distribution—a requirement not always fulfilled by
experimental data.

NETWORK ANALYSIS AND RESULTS
In the last section, we discuss the potential results ob-
tained from a cluster analysis based on mutual informa-
tion. First of all, clustering based on Pearson correlation
or Euclidean distance is probably the most widely used
method for analyzing and visualizing expression data. It
has already been shown extensively, that the results ob-
tained from such an analysis leads to biologically relevant
insights (Eisen et al., 1998). Also, direct applications of
mutual information as a measure of distance showed that
it groups together genes of known similar function (Butte
and Kohane, 2000; Daub et al., 2002). In the present work,
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distribution is Gaussian. Following Silverman (1986), the
optimal Gaussian bandwidth hopt is given by

hopt =
(
4
3N

) 1
5
σ ≈ 1.06σN− 1

5 (28)

where σ denotes the standard deviation of the data. For
the estimation of the mutual information, we also need
the two-dimensional probability density p(x, y). With the
abbreviation

di (x, y) =
√

(x − xi )2 + (y − yi )2

the two-dimensional Gaussian kernel estimate f̂g(x, y)
reads

f̂g(x, y) = 1
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As in the one-dimensional case, an appropriate value
for h depends on the unknown density being estimated.
Under the assumption that this density is Gaussian, an
approximately optimal value is given by

hopt ≈ σ

(
4

d + 2

)1/(d+4)
N−1/(d+4) (30)

with d = 2 being the dimension of the dataset and σ the
average marginal standard deviation (Silverman, 1986).

Estimating the mutual information
The mutual information I (X, Y ) is a functional of proba-
bility densities. Thus an obvious way to find an estimate
for I (X, Y ) is to find estimates of the densities and then
to substitute these into the required integral. However, this
is not as trivial as it may seem. Up to now, we have al-
ways referred to the probability of discrete states, while
by kernel estimation we obtain probability densities only.
Remarkably enough, the discretization of the (x, y)-plane
into infinitesimal bins of size #V = #x #y corresponds
to the continuous form of the mutual information.

Î (X, Y ) =
∫

x

∫

y
f̂ (x, y) log

f̂ (x, y)
f̂ (x) f̂ (y)

dx dy (31)

Note that such a correspondence does not hold for the
individual entropies used in Equation (10). Quite on
the contrary: For a random variable with an arbitrary
distribution the continuous expression for the entropy is
finite, while the discrete diverges towards infinity as the
bin size tends to zero‡.
To evaluate Equation (31), we have to integrate over a

smooth function. The choice of the integration steps #x

‡ However, in Equation (10) these terms cancel out.

and #y could thus be based entirely on standard proce-
dures for numerical integration. Note that the discretiza-
tion introduced by the numerical integration does not cor-
respond to our earlier attempts to partition the data. Fig-
ure 7 shows the estimated mutual information for the rank
ordered datasets A to D as a function of the smoothing
parameter h. The results were compared to uncorrelated
datasets, using an ensemble of 100 randomly shuffled re-
alizations. As could be observed, the standard deviation
obtained from the ensemble of surrogates is much smaller
compared to the histogram-based algorithm. The discrim-
inability between the correlated and uncorrelated datasets
is thus enhanced. Further, the estimated mutual informa-
tion is much less sensitive to the choice of the smooth-
ing parameter h, than the probability density itself. For all
datasets the ‘optimal’ smoothing parameter hopt (denoted
with an arrow) seems to be an appropriate choice.

A simpler algorithm. Depending on the application,
the numerical integration of Equation (31) might put
high demands on computational power. So we may
ask for strategies to simplify the algorithm. As already
noted in the introduction, entropy measures represent
an average over a probability distribution. According to
Equation (14), the estimated mutual information may thus
be written as

Î (X, Y ) =
〈

log
f̂ (x, y)
f̂ (x) f̂ (y)

〉

(32)

Under the assumption that our dataset is a faithful sample
of the underlying probability distribution, we get

Î (X, Y ) = 1
N

N∑

i=1
log

[
f̂ (xi , yi )
f̂ (xi ) f̂ (yi )

]

(33)

However, we must note that Equation (33) should be ap-
plied with caution. For example, the individual datapoints
have to be independent realizations of the underlying
distribution—a requirement not always fulfilled by
experimental data.

NETWORK ANALYSIS AND RESULTS
In the last section, we discuss the potential results ob-
tained from a cluster analysis based on mutual informa-
tion. First of all, clustering based on Pearson correlation
or Euclidean distance is probably the most widely used
method for analyzing and visualizing expression data. It
has already been shown extensively, that the results ob-
tained from such an analysis leads to biologically relevant
insights (Eisen et al., 1998). Also, direct applications of
mutual information as a measure of distance showed that
it groups together genes of known similar function (Butte
and Kohane, 2000; Daub et al., 2002). In the present work,
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distribution is Gaussian. Following Silverman (1986), the
optimal Gaussian bandwidth hopt is given by

hopt =
(
4
3N

) 1
5
σ ≈ 1.06σN− 1

5 (28)

where σ denotes the standard deviation of the data. For
the estimation of the mutual information, we also need
the two-dimensional probability density p(x, y). With the
abbreviation

di (x, y) =
√

(x − xi )2 + (y − yi )2

the two-dimensional Gaussian kernel estimate f̂g(x, y)
reads

f̂g(x, y) = 1
Nh2

1
2π

N∑

i=1
exp

(

−di (x, y)2

2h2

)

(29)

As in the one-dimensional case, an appropriate value
for h depends on the unknown density being estimated.
Under the assumption that this density is Gaussian, an
approximately optimal value is given by

hopt ≈ σ

(
4

d + 2

)1/(d+4)
N−1/(d+4) (30)

with d = 2 being the dimension of the dataset and σ the
average marginal standard deviation (Silverman, 1986).

Estimating the mutual information
The mutual information I (X, Y ) is a functional of proba-
bility densities. Thus an obvious way to find an estimate
for I (X, Y ) is to find estimates of the densities and then
to substitute these into the required integral. However, this
is not as trivial as it may seem. Up to now, we have al-
ways referred to the probability of discrete states, while
by kernel estimation we obtain probability densities only.
Remarkably enough, the discretization of the (x, y)-plane
into infinitesimal bins of size #V = #x #y corresponds
to the continuous form of the mutual information.

Î (X, Y ) =
∫

x

∫

y
f̂ (x, y) log

f̂ (x, y)
f̂ (x) f̂ (y)

dx dy (31)

Note that such a correspondence does not hold for the
individual entropies used in Equation (10). Quite on
the contrary: For a random variable with an arbitrary
distribution the continuous expression for the entropy is
finite, while the discrete diverges towards infinity as the
bin size tends to zero‡.
To evaluate Equation (31), we have to integrate over a

smooth function. The choice of the integration steps #x

‡ However, in Equation (10) these terms cancel out.

and #y could thus be based entirely on standard proce-
dures for numerical integration. Note that the discretiza-
tion introduced by the numerical integration does not cor-
respond to our earlier attempts to partition the data. Fig-
ure 7 shows the estimated mutual information for the rank
ordered datasets A to D as a function of the smoothing
parameter h. The results were compared to uncorrelated
datasets, using an ensemble of 100 randomly shuffled re-
alizations. As could be observed, the standard deviation
obtained from the ensemble of surrogates is much smaller
compared to the histogram-based algorithm. The discrim-
inability between the correlated and uncorrelated datasets
is thus enhanced. Further, the estimated mutual informa-
tion is much less sensitive to the choice of the smooth-
ing parameter h, than the probability density itself. For all
datasets the ‘optimal’ smoothing parameter hopt (denoted
with an arrow) seems to be an appropriate choice.

A simpler algorithm. Depending on the application,
the numerical integration of Equation (31) might put
high demands on computational power. So we may
ask for strategies to simplify the algorithm. As already
noted in the introduction, entropy measures represent
an average over a probability distribution. According to
Equation (14), the estimated mutual information may thus
be written as

Î (X, Y ) =
〈

log
f̂ (x, y)
f̂ (x) f̂ (y)

〉

(32)

Under the assumption that our dataset is a faithful sample
of the underlying probability distribution, we get

Î (X, Y ) = 1
N

N∑

i=1
log

[
f̂ (xi , yi )
f̂ (xi ) f̂ (yi )

]

(33)

However, we must note that Equation (33) should be ap-
plied with caution. For example, the individual datapoints
have to be independent realizations of the underlying
distribution—a requirement not always fulfilled by
experimental data.

NETWORK ANALYSIS AND RESULTS
In the last section, we discuss the potential results ob-
tained from a cluster analysis based on mutual informa-
tion. First of all, clustering based on Pearson correlation
or Euclidean distance is probably the most widely used
method for analyzing and visualizing expression data. It
has already been shown extensively, that the results ob-
tained from such an analysis leads to biologically relevant
insights (Eisen et al., 1998). Also, direct applications of
mutual information as a measure of distance showed that
it groups together genes of known similar function (Butte
and Kohane, 2000; Daub et al., 2002). In the present work,
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distribution is Gaussian. Following Silverman (1986), the
optimal Gaussian bandwidth hopt is given by

hopt =
(
4
3N

) 1
5
σ ≈ 1.06σN− 1

5 (28)

where σ denotes the standard deviation of the data. For
the estimation of the mutual information, we also need
the two-dimensional probability density p(x, y). With the
abbreviation

di (x, y) =
√

(x − xi )2 + (y − yi )2

the two-dimensional Gaussian kernel estimate f̂g(x, y)
reads

f̂g(x, y) = 1
Nh2

1
2π

N∑

i=1
exp

(

−di (x, y)2

2h2

)

(29)

As in the one-dimensional case, an appropriate value
for h depends on the unknown density being estimated.
Under the assumption that this density is Gaussian, an
approximately optimal value is given by

hopt ≈ σ

(
4

d + 2

)1/(d+4)
N−1/(d+4) (30)

with d = 2 being the dimension of the dataset and σ the
average marginal standard deviation (Silverman, 1986).

Estimating the mutual information
The mutual information I (X, Y ) is a functional of proba-
bility densities. Thus an obvious way to find an estimate
for I (X, Y ) is to find estimates of the densities and then
to substitute these into the required integral. However, this
is not as trivial as it may seem. Up to now, we have al-
ways referred to the probability of discrete states, while
by kernel estimation we obtain probability densities only.
Remarkably enough, the discretization of the (x, y)-plane
into infinitesimal bins of size #V = #x #y corresponds
to the continuous form of the mutual information.

Î (X, Y ) =
∫

x

∫

y
f̂ (x, y) log

f̂ (x, y)
f̂ (x) f̂ (y)

dx dy (31)

Note that such a correspondence does not hold for the
individual entropies used in Equation (10). Quite on
the contrary: For a random variable with an arbitrary
distribution the continuous expression for the entropy is
finite, while the discrete diverges towards infinity as the
bin size tends to zero‡.
To evaluate Equation (31), we have to integrate over a

smooth function. The choice of the integration steps #x

‡ However, in Equation (10) these terms cancel out.

and #y could thus be based entirely on standard proce-
dures for numerical integration. Note that the discretiza-
tion introduced by the numerical integration does not cor-
respond to our earlier attempts to partition the data. Fig-
ure 7 shows the estimated mutual information for the rank
ordered datasets A to D as a function of the smoothing
parameter h. The results were compared to uncorrelated
datasets, using an ensemble of 100 randomly shuffled re-
alizations. As could be observed, the standard deviation
obtained from the ensemble of surrogates is much smaller
compared to the histogram-based algorithm. The discrim-
inability between the correlated and uncorrelated datasets
is thus enhanced. Further, the estimated mutual informa-
tion is much less sensitive to the choice of the smooth-
ing parameter h, than the probability density itself. For all
datasets the ‘optimal’ smoothing parameter hopt (denoted
with an arrow) seems to be an appropriate choice.

A simpler algorithm. Depending on the application,
the numerical integration of Equation (31) might put
high demands on computational power. So we may
ask for strategies to simplify the algorithm. As already
noted in the introduction, entropy measures represent
an average over a probability distribution. According to
Equation (14), the estimated mutual information may thus
be written as

Î (X, Y ) =
〈

log
f̂ (x, y)
f̂ (x) f̂ (y)

〉

(32)

Under the assumption that our dataset is a faithful sample
of the underlying probability distribution, we get

Î (X, Y ) = 1
N

N∑

i=1
log

[
f̂ (xi , yi )
f̂ (xi ) f̂ (yi )

]

(33)

However, we must note that Equation (33) should be ap-
plied with caution. For example, the individual datapoints
have to be independent realizations of the underlying
distribution—a requirement not always fulfilled by
experimental data.

NETWORK ANALYSIS AND RESULTS
In the last section, we discuss the potential results ob-
tained from a cluster analysis based on mutual informa-
tion. First of all, clustering based on Pearson correlation
or Euclidean distance is probably the most widely used
method for analyzing and visualizing expression data. It
has already been shown extensively, that the results ob-
tained from such an analysis leads to biologically relevant
insights (Eisen et al., 1998). Also, direct applications of
mutual information as a measure of distance showed that
it groups together genes of known similar function (Butte
and Kohane, 2000; Daub et al., 2002). In the present work,
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Correlations Among Amino Acid Sites in bHLH Protein Domains: An
Information Theoretic Analysis
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Andreas W. Dress‡
*Department of Genetics, North Carolina State University; †Department of Ecology and Evolutionary Biology, University of
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An information theoretic approach is used to examine the magnitude and origin of associations among amino acid
sites in the basic helix-loop-helix (bHLH) family of transcription factors. Entropy and mutual information values
are used to summarize the variability and covariability of amino acids comprising the bHLH domain for 242
sequences. When these quantitative measures are integrated with crystal structure data and summarized using helical
wheels, they provide important insights into the evolution of three-dimensional structure in these proteins. We show
that amino acid sites in the bHLH domain known to pack against each other have very low entropy values, indicating
little residue diversity at these contact sites. Noncontact sites, on the other hand, exhibit significantly larger entropy
values, as well as statistically significant levels of mutual information or association among sites. High levels of
mutual information indicate significant amounts of intercorrelation among amino acid residues at these various sites.
Using computer simulations based on a parametric bootstrap procedure, we are able to partition the observed
covariation among various amino acid sites into that arising from phylogenetic (common ancestry) and stochastic
causes and those resulting from structural and functional constraints. These results show that a significant amount
of the observed covariation among amino acid sites is due to structural/functional constraints, over and above the
covariation arising from phylogenetic constraints. These quantitative analyses provide a highly integrated evolu-
tionary picture of the multidimensional dynamics of sequence diversity and protein structure.

Introduction

Analyses integrating protein structure and evolu-
tion can proceed in different ways. One popular exper-
imental approach, for example, is to carry out site-di-
rected mutagenesis where specific amino acids within a
protein are altered, and then to examine the effects of
these changes on protein characteristics. Changes in
amino acid attributes can then be correlated with chang-
es in protein characteristics (e.g., Koshi and Goldstein
1997 and references therein).

Another approach is to model large families of nat-
urally occurring proteins or protein domains and deter-
mine how nature has changed their characteristics over
billions of years of evolutionary diversification. By ex-
amining patterns of sequence diversity, one can explore
how naturally occurring sequence variability and amino
acid properties (e.g., hydrophobicity, volume, and
charge) are important in maintaining protein structure.
The latter approach permits analyses of protein structure
and function over extensive geological timescales where
evolutionary processes have experimented in nature
with amino acid changes with regard to protein stability,
foldability, and functionality.

Experimental, as well as quantitative, analyses of
proteins (including multiple-alignment procedures) often
proceed by modeling frequencies of residues at individ-
ual amino acid sites. For computational expediency,
these analyses assume that amino acid sites are inde-
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Bielefeld, Germany.

Key words: mutual information, protein evolution, entropy, para-
metric bootstrap, helix-loop-helix.

Address for correspondence and reprints: William R. Atchley,
Fakultät für Mathematik, Universität Bielefeld, Postfach 10 01 31, D-
33501 Bielefeld, Germany.

pendent, i.e., the presence of a residue at one site is
assumed to be independent of residues at other sites
(Swofford et al. 1996). However, it is well known that
this assumption is naı¨ve, since the activities and prop-
erties of proteins are the result of interactions among
their constitutive amino acids. Interactions among amino
acid sites include salt bridges between charged residues,
hydrogen bonds between electron acceptors and donors,
size constraints reflecting structural interactions between
large and small side chains, electrostatic interactions,
hydrophobic effects, Van der Waal’s forces, and similar
phenomena.

Detecting structural interactions and statistical co-
variance or associations among separate amino acid sites
is fundamental for understanding protein structure and
evolution. Consequently, it is important to determine the
magnitude and direction of residue covariability, its or-
igin, and its structural and functional significance. Be-
cause associations among separate amino acid sites may
arise from several different sources, partitioning these
associations into their component sources is fundamen-
tal to understanding protein structure, function, and evo-
lution.

The observed covariation in residue composition
between amino acid sites i and j (Cij) arises from several
separate underlying causes, which can be expressed by
a linear model of the form:
Cij 5 Cphylogeny 1 Cstructure 1 Cfunction 1 Cinteractions

1 Cstochastic.
Indeed, the primary null hypothesis to be evaluated for
such a model is that any component covariance is equal
to zero and, as a consequence, makes no significant con-
tribution to the observed association between amino acid
sites i and j. Let us consider what these various sources
of variation entail.
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which there is uncertainty about the 20 values it 
could take (amino acids) 

�  But expected frequencies are known for each amino 
acid 

�  We can calculate how much information is present 
at each site: 

�  Min. = 0 and Max. = log2(n) [Uniform distribution] 
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same general structural features as Max. This extrapo-
lation is based on the studies of Ferre-D’Amare et al.
(1993, 1994), Ma et al. (1994), Ellenberger et al. (1994),
Shimizu et al. (1997), and Parraga et al. (1998).
Helical Wheel Projections

Helical wheel projections are used in these analyses
to provide insight into residue interrelationships with a
protein structure. Helical wheels graphically display the
disposition of amino acid side chains about an assumed
a-helix. The projection is along the central axis of the
helix, from the N-terminus to the C-terminus, and it is
a useful device for displaying the symmetry (or asym-
metry) of hydrophobic/hydrophilic side chains. The he-
lical wheel assumes a periodicity of 3.6 residues per
helical turn.

Thirty-three exemplar sequences are used to ex-
plore the phylogenetic aspects of the helical wheel pro-
jections. Generally speaking, these 33 sequences are
well-studied proteins that reflect the evolutionary diver-
sity of the bHLH domain. The evolutionary relation-
ships among the various clades and lineages for these
sequences are represented by a neighbor-joining tree.
Sequences are arranged phylogenetically and shown in
a helical wheel configuration for helices 1 and 2.
Secondary Structure Prediction

In several instances, the secondary structure of a
particular bHLH-domain-containing protein is examined
using the Protein Sequence Analysis (PSA) Server from
Boston University. The computer model analyzes amino
acid sequences and calculates the probability of second-
ary structures and folding classes within regions of a
sequence. The underlying theory for these predictions is
described in White, Stultz, and Smith (1994), and the
URL of the server is http://bmerc-www.bu.edu/psa/.
Variability and Covariability in Protein Sequences

As noted earlier, statistical analyses of biological
sequences present difficulties because these sequences
are represented by symbols that have no natural ordering
or underlying metric (Atchley, Terhalle, and Dress
1999). Consequently, conventional statistical estimates
of variability and covariability are difficult to apply. Re-
cently, several authors have suggested the use of the
concepts of entropy and mutual information (Korber et
al. 1993; Clarke 1995; Herzel and Gross 1995; Schnei-
der 1996; Roman-Roldan, Bernaola-Gavan, and Oliver
1996; Atchley, Terhalle, and Dress, 1999).

Entropy (E) is a measure of uncertainty derived
from thermodynamics and statistical physics which has
considerable utility for studies of protein structure. As-
sume X is a discrete random variable (the amino acid
sites) for which we are uncertain which of its 20 values
(x1, x2, . . . , x20) (amino acid residues) will occur at site
X, but we do know their expected frequencies, pi, . . . ,
pn. These expected frequencies can be used to calculate
how much information E(X) is present at site X. In this
context, information is a measure of the uncertainty
about which residue will occur at a specified site.

The Boltzmann-Shannon entropy E(X) is defined
(Applebaum 1996) by

n
:E(X) 5 2 p log (p ), (1)O j 2 j

j51

where n 5 20, pj is the probability of an amino acid
being of the jth kind, and pjlog2 pj :5 0 if pj 5 0. E 5
0 when all elements are in the same category (the same
amino acid residue at a particular site). E increases with
both the number of categories (residues at a site) and
their equiprobability. Entropy of a uniform distribution
whose range has size n is

En 5 log2(n). (2)
Thus, the minimum entropy or uncertainty value will be
zero when only a single residue occurs at a particular
site in all included proteins. The expected maximum en-
tropy will be 4.32 when all 20 residues are present in
equal frequencies at a given site.

The relative information content of Y contained in
X is termed the mutual information, or MI(X, Y), where

n m pjkMI(X, Y) 5 p log . (3)O O jk 2p qj51 k51 j k

Note that MI(X, Y) 5 MI(Y, X), and if X and Y are
independent, then MI(X, Y) 5 0, corresponding to the
fact that no information is obtained regarding Y by find-
ing out about X. In biological sequences, MI describes
the extent of ‘‘correlation’’ or association between res-
idues at amino acid sites X and Y that might arise from
evolutionary, functional, or structural constraints. More
algebraic details are provided in Atchley, Terhalle, and
Dress (1999).
Statistical Inference about Mutual Information Values

An important question in biological sequence anal-
yses is whether one can distinguish signals due to var-
ious biological sources (phylogeny, structure, and func-
tion) from any background noise (stochastic variation)
inherent in a set of sequences. This is analogous, in
quantitative genetics, to partitioning phenotypic vari-
ability into genetic components (including additive,
dominance, and epistatic variance components) and en-
vironmental components.

In these analyses, we use a parametric bootstrap
approach (Efron and Tibshirani 1993; Goldman 1993;
Huelsenbeck, Hillis, and Jones 1996) to generate a dis-
tribution of MI values reflecting only covariation in-
volving stochastic and phylogenetic constraints. Addi-
tional details of this method are presented in Wollenberg
and Atchley (2000). The parameters used in the para-
metric bootstrap simulations were the phylogenetic tree
generated from the aligned protein sequences and a res-
idue substitution matrix. Because the tree was derived
from the data and the substitution matrix was not (it was
chosen to reflect general amino acid substitution prob-
abilities), the data sets generated in the parametric boot-
strap simulations contained only stochastic and phylo-
genetic associations between sites.

A neighbor-joining tree (Saitou and Nei 1987) was
computed for the 237 sequences using p-distances. The
residue change matrix used was that used in the com-
puter program PAML, version 1.3 (Yang 1997). This
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same general structural features as Max. This extrapo-
lation is based on the studies of Ferre-D’Amare et al.
(1993, 1994), Ma et al. (1994), Ellenberger et al. (1994),
Shimizu et al. (1997), and Parraga et al. (1998).
Helical Wheel Projections

Helical wheel projections are used in these analyses
to provide insight into residue interrelationships with a
protein structure. Helical wheels graphically display the
disposition of amino acid side chains about an assumed
a-helix. The projection is along the central axis of the
helix, from the N-terminus to the C-terminus, and it is
a useful device for displaying the symmetry (or asym-
metry) of hydrophobic/hydrophilic side chains. The he-
lical wheel assumes a periodicity of 3.6 residues per
helical turn.

Thirty-three exemplar sequences are used to ex-
plore the phylogenetic aspects of the helical wheel pro-
jections. Generally speaking, these 33 sequences are
well-studied proteins that reflect the evolutionary diver-
sity of the bHLH domain. The evolutionary relation-
ships among the various clades and lineages for these
sequences are represented by a neighbor-joining tree.
Sequences are arranged phylogenetically and shown in
a helical wheel configuration for helices 1 and 2.
Secondary Structure Prediction

In several instances, the secondary structure of a
particular bHLH-domain-containing protein is examined
using the Protein Sequence Analysis (PSA) Server from
Boston University. The computer model analyzes amino
acid sequences and calculates the probability of second-
ary structures and folding classes within regions of a
sequence. The underlying theory for these predictions is
described in White, Stultz, and Smith (1994), and the
URL of the server is http://bmerc-www.bu.edu/psa/.
Variability and Covariability in Protein Sequences

As noted earlier, statistical analyses of biological
sequences present difficulties because these sequences
are represented by symbols that have no natural ordering
or underlying metric (Atchley, Terhalle, and Dress
1999). Consequently, conventional statistical estimates
of variability and covariability are difficult to apply. Re-
cently, several authors have suggested the use of the
concepts of entropy and mutual information (Korber et
al. 1993; Clarke 1995; Herzel and Gross 1995; Schnei-
der 1996; Roman-Roldan, Bernaola-Gavan, and Oliver
1996; Atchley, Terhalle, and Dress, 1999).

Entropy (E) is a measure of uncertainty derived
from thermodynamics and statistical physics which has
considerable utility for studies of protein structure. As-
sume X is a discrete random variable (the amino acid
sites) for which we are uncertain which of its 20 values
(x1, x2, . . . , x20) (amino acid residues) will occur at site
X, but we do know their expected frequencies, pi, . . . ,
pn. These expected frequencies can be used to calculate
how much information E(X) is present at site X. In this
context, information is a measure of the uncertainty
about which residue will occur at a specified site.

The Boltzmann-Shannon entropy E(X) is defined
(Applebaum 1996) by

n
:E(X) 5 2 p log (p ), (1)O j 2 j

j51

where n 5 20, pj is the probability of an amino acid
being of the jth kind, and pjlog2 pj :5 0 if pj 5 0. E 5
0 when all elements are in the same category (the same
amino acid residue at a particular site). E increases with
both the number of categories (residues at a site) and
their equiprobability. Entropy of a uniform distribution
whose range has size n is

En 5 log2(n). (2)
Thus, the minimum entropy or uncertainty value will be
zero when only a single residue occurs at a particular
site in all included proteins. The expected maximum en-
tropy will be 4.32 when all 20 residues are present in
equal frequencies at a given site.

The relative information content of Y contained in
X is termed the mutual information, or MI(X, Y), where

n m pjkMI(X, Y) 5 p log . (3)O O jk 2p qj51 k51 j k

Note that MI(X, Y) 5 MI(Y, X), and if X and Y are
independent, then MI(X, Y) 5 0, corresponding to the
fact that no information is obtained regarding Y by find-
ing out about X. In biological sequences, MI describes
the extent of ‘‘correlation’’ or association between res-
idues at amino acid sites X and Y that might arise from
evolutionary, functional, or structural constraints. More
algebraic details are provided in Atchley, Terhalle, and
Dress (1999).
Statistical Inference about Mutual Information Values

An important question in biological sequence anal-
yses is whether one can distinguish signals due to var-
ious biological sources (phylogeny, structure, and func-
tion) from any background noise (stochastic variation)
inherent in a set of sequences. This is analogous, in
quantitative genetics, to partitioning phenotypic vari-
ability into genetic components (including additive,
dominance, and epistatic variance components) and en-
vironmental components.

In these analyses, we use a parametric bootstrap
approach (Efron and Tibshirani 1993; Goldman 1993;
Huelsenbeck, Hillis, and Jones 1996) to generate a dis-
tribution of MI values reflecting only covariation in-
volving stochastic and phylogenetic constraints. Addi-
tional details of this method are presented in Wollenberg
and Atchley (2000). The parameters used in the para-
metric bootstrap simulations were the phylogenetic tree
generated from the aligned protein sequences and a res-
idue substitution matrix. Because the tree was derived
from the data and the substitution matrix was not (it was
chosen to reflect general amino acid substitution prob-
abilities), the data sets generated in the parametric boot-
strap simulations contained only stochastic and phylo-
genetic associations between sites.

A neighbor-joining tree (Saitou and Nei 1987) was
computed for the 237 sequences using p-distances. The
residue change matrix used was that used in the com-
puter program PAML, version 1.3 (Yang 1997). This
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FIG. 5.—Inverse cumulative frequency distributions of MI values for the alignment of 237 bHLH protein sequences and 1,000 parametric
bootstrap replicates using the JTT substitution matrix. Three probability thresholds (P , 0.01, P , 0.001, and P , 0.0001), their associated
MI values, and the the probability associated with MI 5 1.000 are indicated. These thresholds were calculated from the JTT bootstrap distribution.
Because MI is a pairwise measure, each replicate consisted of x(x 2 1)/2 values, where x is the number of sites in the alignment. For the
alignment of 237 bHLH sequences, there were 32 sites without gaps, resulting in 496 MI values per replicate.

ability based on the number of values in the parametric
bootstrap distribution that are greater than the threshold.

Based on the frequency distribution shown in figure
5, any pair of nongapped sites in the bHLH alignment
that have MI values .0.563 will have a probability
,0.01 that the covariation among sites is due to phy-
logeny or chance associations. With a threshold value
of 0.749, the probability of this level of covariation be-
ing due to phylogeny or chance is reduced by an order
of magnitude to P , 0.001. In table 2, sites are desig-
nated that have MI values .1.0 and it is noted that they
reflect the top 5% of all MI values for the entire bHLH
domain. These values .1.0 have a probability of P ,
0.00002 (from the parametric bootstrap simulations) that
the associations are due to phylogeny or chance asso-
ciations.

Among the contact sites, there is no significant co-
variation from structural and functional constraints.
However, there is considerable significant covariation
among noncontact sites that stems from structural and
functional constraints (fig. 6). The latter is evident in
those MI values larger than 0.56, the 1% critical value
from the parametric bootstrap simulations.

Correlations in Hydropathy
From a structural and functional perspective, cor-

related amino acid replacements may have occurred
among sites to maintain the same hydropathic relation-
ships, similar electrostatic charges, size constraints, etc.
It is difficult to examine statistical associations among
sites with regard to electrostatic charge, since only five
amino acids (K, R, H, D, and E) are charged and 15
residues have no charge. Since paired sites must show
variability to exhibit correlation, attempts to compute
correlation coefficients with invariant data (charge of

zero in both variables) is undefined, as can be seen by
equation (3). Consequently, we are unable to examine
associations due to charge and have focused instead on
the possibility of significant associations due to hydrop-
athy and size constraints.

For 33 exemplar sequences, residues in helix 1 and
helix 2 were coded as 21 if they were hydrophobic (A,
C, G, I, L, M, F, P, and V), 1 if they were hydrophilic
(R, N, D, E, Q, H, and K), and 0 if they were S, T, Y,
or W. Then, pairwise product-moment correlation co-
efficients (r) were computed among all sites in the two
helices to determine if significant associations existed
among sites for hydropathy states. Several pairs of sites
showed high correlations, including sites 20 and 23 (r
5 0.89), 17 and 61 (r 5 20.81), 50 and 61 (r 5 20.75),
and 27 and 61 (r 5 0.71). (Any product-moment cor-
relation .0.45 in this analysis is significant at P , 0.01)
As can be seen in the data given in figure 7, the high
positive correlations relate to strong association for hy-
drophobic residues at sites 20 and 23, as well as at sites
27 and 61 (fig. 8). The negative values refer to inverse
relationships between hydrophobic and hydrophilic res-
idues. In addition to these four pairs of sites, two pairs
of sites (sites 23 and 27 and sites 25 and 50) had cor-
relations .0.6.

Correlations in the Sizes of Amino Acid Residues
For these same 33 bHLH sequences, product-mo-

ment correlation coefficients were computed for the siz-
es (volume) of residues at pairs of sites for helices 1
and 2. Seven pairwise correlations occurred that were
statistically significant. These included sites 23 and 50
(r 5 0.66), 50 and 60 (r 5 0.64), 53 and 54 (r 5 20.57),
22 and 26 (r 5 0.57), 23 and 60 (r 5 0.52), 54 and 60
(r 5 20.51), and 56 and 61 (r 5 0.50). However, some
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FIG. 6.—Representation of high mutual information values among
a subset of amino acid sites in bHLH proteins. The solid boxes are the
conserved sites known to pack together (see fig. 1) from crystal struc-
ture studies. The lines between sites in helix 1 and helix 2 reflect the
12 sites with the highest mutual information (.0.9).

FIG. 7.—A helical wheel drawing of the basic DNA-binding re-
gion and helix 1. Highly conserved sites are shaded, and those sites
involved in the predictive motif of Atchley, Terhalle, and Dress (1999)
are denoted with an X. The five sites involved in the highest-ranked
multisite clique are enclosed with a dotted line.

FIG. 8.—Helical wheel of helix 2 sites. Labeling conventions fol-
low figure 7.

values must be viewed with caution because of com-
putational difficulties associated with high levels of con-
servation (low entropy) and different residues with
equivalent volumes.

In spite of these caveats, there are several interest-
ing findings here involving associations based on size.
The sites with the largest correlation coefficient (sites
20 and 53) are contact sites, and these observations in-
dicate that there is a like association; i.e., large residues
are paired with large residues. Thus, when F occurs at
site 20, I, L, Y, or T occurs at site 53. Similarly, an L
at site 20 pairs with an L, T, or V at site 53.

The largest negative value occurs between two ad-
jacent sites (sites 53 and 54). It might be expected that
significant inverse relationships would exist for the vol-
ume of adjacent residues. However, the difference be-
tween the entropy values for sites 53 (E 5 1.24) and 54
(E 5 0.20) stresses the need for caution in interpreting
this correlation, since variable site 53 is paired with a
largely unvaried site 54.

The correlation coefficient of 0.57 between sites 22
and 26 probably represents a meaningful structural/func-
tional association, because there is considerable residue
variability at both of these sites. Both sites occur away
from the contact sites and, consequently, exhibit more
variability.

Helical Wheels and Sequence Diversity
The helical wheel shown in figure 7 displays the

helical distribution of residues including both the basic
DNA-binding region and helix 1, while figure 8 pro-
vides a helical wheel for amino acid sites 50–64, which
constitute helix 2. These figures summarize information
for the 392 bHLH domain sequences in the database.
The most prevalent residues at each site are shown in
the figure. Amino acid cliques (sensu Atchley, Terhalle,
and Dress 1999) shown in these figures are defined for
each helix. Cliques are groups of amino acid positions

all of which are more highly associated with each other
than any are with a nonmember of the clique. Maximal
cliques are those not contained in larger cliques. Finally,
those sites involved in determining the predictive motif
described in Atchley, Terhalle, and Dress (1999) are
marked by an X. This predictive motif is a collection of
19 highly conserved sites whose amino acid composi-
tions accurately discriminate bHLH-domain-containing
proteins into groups A–D according to the evolutionary
classification proposed by Atchley and Fitch (1997).

In Figure 7, sites are denoted that have entropy
values ,2.0, values between 2.0 and 2.4, and values
.2.4. The most prevalent amino acid residues at each
site are noted with the appropriate symbols where pos-
sible. Furthermore, five sites (sites 3, 4, 7, 14, and 21)
that constitute the highest-ranked multisite clique in he-
lix 1 are denoted.
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MI – Clustering gene expression data  

were positioned and line crossings minimized using the Graph Editor Toolkit (Tom
Sawyer Software, Berkeley, California).

2   Results

2.1  Distribution of Mutual Information Calculations

The distribution of the 3,041,811 pair-wise calculations of mutual information is
shown in figure 1. The mode of calculated mutual informations was around 0.7.

To determine the significance of this distribution, the RNA expression
measurements were permuted 30 times and a distribution of the new pair-wise
mutual informations was recalculated for each permutation. The average of the 30
permuted distributions is also shown in figure 1. Permutation was unable to create
any associations with mutual information over 1.3. Thus, associations found in the
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Figure 1: Pair-wise mutual information was calculated between 79
measurements of RNA expression of 2,467 genes in Saccharomyces cerevisiae
and the distribution of these is shown with filled circles. The same was
calculated using permuted RNA expression measurements; the average
distribution from 30 permuted repetitions is shown with open circles.
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original data set with mutual information over 1.3 could be viewed as significant.

2.2  Changing Threshold Affects Size and Number of Relevance Networks

As the TMI is dropped from 2.0 to 1.2, the number and size of the Relevance
Networks increases, as shown in figure 2. More nodes are introduced, and these
nodes form large numbers of small networks. With an increasing number of nodes,
the number of potential links between them increases; yet the connectivity, defined
as the number of actual links relative to the potential number of links, drops from
100% to 1%. This indicates that most nodes are connected to only a few other
nodes. When the TMI is decreased from 1.2 to 0.8, the number of networks drops as
the newly included nodes serve to merge existing networks with each other.

At a TMI of 0.8, all the genes belong to a single Relevance Network. The
connectivity of the networks then quickly increases until the TMI reaches 0.2, when
the connectivity reaches 100%.
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Figure 2: (A) Number of Relevance Networks as a function of the chosen
threshold mutual information (TMI). (B) Number of generated hypothetical
gene-gene associations versus TMI. (C) Number of genes used versus TMI. (D)
Connectivity of Relevance Networks versus TMI.
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�  Used phylogenetic 
profiles of  
proteins 

�  Instead of  each 
element being 0 
or 1, each 
element was          
-1/log(E-value) 

�  Used MI as a 
metric to cluster 
proteins based on 
their profiles 
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Other applications of  MI 

�  Bindewald and Shapiro (2006) used MI between 
positions on sequence alignments as a feature for 
the prediction of RNA secondary structure 

�  Tomovic and Oakeley (2007) used MI in 
transcription factor binding site analysis to 
identify highly correlated positions 

�  Buslje et al. (2010) have shown that networks of 
high Ml define the structural proximity of catalytic 
sites and can be used for their prediction 

�  Brunel et al. (2010) have devised a ‘mutual 
information statistical significance’ test for genetic 
association studies 



Thanks for listening 


